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My favourite definition of Artificial Intelligence is “AI is the science of making computers act
like the ones in the movies” (anonymous). Assuming that the author meant something like the
computer on the starship Enterprise, or Mr Data in “Star Trek – The Next Generation”, what
would be required to achieve this dream? And where do we stand?

We have made a lot of progress regarding different components of this AI. Here, I’d like to
focus on one aspect: the capability of our future household robot to understand spoken Natural
Language. Our robot should be able to understand and respond to at least simple requests, and its
responses should be reasonable. That is, we can’t expect it to be correct all the time. However, in
order to be trustworthy, its responses should make sense, at least when the robot explains itself.

The Problem

What do I mean by simple requests? Fifteen years ago, I contemplated requests such as “Wake
me up from my nap at 2 o’clock. I’d like to take a bath when I wake up” and “Empty the
rubbish bin”. Over time, I converged to “Get the blue mug on the table”, and then I even dropped
the verb – I have been stuck there ever since. For our household robot to act reasonably with
respect to requests such as the last one, it should be able to deal with several issues, in particular,
perceptual homonymy and inaccuracy; user vagueness, including syntactic ambiguity; and intention
recognition, risk and user adaptation.

Perceptual homonymy and inaccuracy

Perceptual homonymy pertains to words that mean different things under different perceptual
conditions. For our household robot, it applies to intrinsic features of objects, e.g., colour and size,
and spatial relations. Comparing Figure 1(a) and Figure 1(b), the red flower and the red hair are
different colours [11]. In addition, colours may be indeterminate, and objects may combine several
colours. Now, what about size? The “large mug” in Figure 1(c) is smaller than the “small vase” in
Figure 1(d); and size is relative to context, e.g., objects seem smaller when placed in large spaces.

Spatial relations can be divided into topological relations, indicated by prepositions such as
“on” and “in”, and projective relations, signaled by prepositional phrases such as “in front of” and
“to the left of”. If we ask for “the apple in the bowl”, both the apple in Figure 2(a) and the apple
at the top of the pile in Figure 2(b) satisfy this requirement: the former is topologically within the
spatial boundaries of the bowl, while the latter is within the control of the bowl (if you move the
bowl, the apple will move with it) [1]. But if we had an apple glued to the outside of the bowl,
it would be within the control of the bowl, but we wouldn’t say it is in the bowl. Thus, control
alone is not enough. In addition, “on” doesn’t always refer to objects being vertically on top of
each other, as in Figure 2(c), and could refer to a horizontal attachment, as in Figure 2(d).
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(a) Red flower (b) Red hair (c) Large mug (d) Small vase

Figure 1: Intrinsic features of objects

The apple in the bowl The plant on the wall

(a) (b) (c) (d)

Figure 2: Topological spatial relations

Looking at the projective relations in Figure 3, Figure 3(a) depicts a situation where the frame of
reference is ambiguous (speaker or addressee); and the interpretation of “in front of” in Figure 3(b)
and 3(c) depends on the landmark: in Figure 3(b), the pot plant must be located between the
speaker and the table, while in Figure 3(c), the intended location of the pot plant depends on the
position of the “face” of the landmark (i.e., the mirror) [5].

These problems are exacerbated by perceptual inaccuracy, i.e., due to vision and Automated
Speech Recognition (ASR) errors. ASR error, which currently is around 10%, can lead to different
types of understanding errors (Table 1). Mis-hearing “flour” instead of “flower” and vice versa is
quite common. The two- and three-word joins in Table 1 are made up, but such joins happen when
people co-articulate words. Both “deflower” and “deflouron” are English words, which may be out-
of-vocabulary (OOV) for our robot. However, if the speaker is actually talking about deflowering,
our robot cannot just change it into “the flower” (which is what a popular ASR did).

Table 1: Types of ASR errors

Spoken The flower on the table

Heard The flour on the table
Two-word join Deflower on the table
Three-word join Deflouron the table

Our AI should be able to cope with mis-heard and OOV words, where a word could be OOV
because it is not in the AI’s vocabulary, or because the AI cannot match a word with a concept.
For instance, if we request “the shiny blue mug”, and our robot doesn’t have the visual acuity to
identify shiny objects, it should still be able to generate a useful response, such as “I can’t see
‘shiny’, but there are two blue mugs on the table, which one do you want?”. Eventually, our robot
should be able to learn the meaning of OOV words.

User vagueness and syntactic ambiguity

People are sometimes inattentive, and generate ambiguous or inaccurate descriptions. To illustrate,
when people say “the blue mug on the table”, the mug on the table may be green, or the blue mug
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(a) The pot plant to the left of the table

(b) The pot plant in front of the table (c) The pot plant in front of the mirror

Figure 3: Projective spatial relations

may be on a chair (inaccurate); there may be several blue mugs on the table (ambiguous), or one
blue cup and one green mug (both inaccurate and ambiguous). In the corpus we gathered, 19% of
the descriptions were ambiguous, and 10% inaccurate [12]. Further, going back to Table 1, there
could be flour on the table, as well as a flower. What is an AI to do?

In addition, syntactic ambiguity often takes place due to prepositional attachment. For example,
looking at the description in Figure 4, there are two prepositional attachments, which determine
who is supposed to be near the lamp: the flower or the table? If we now focus on the scene in
Figure 4(a), and consider the flower-lamp prepositional attachment, the intended lamp could be the
floor lamp or the desk lamp; whereas if we consider the table-lamp attachment, the only lamp that
could be near the table is the floor lamp. However, since there is only one flower, our AI can ignore
this ambiguity. In contrast, in Figure 4(b), there are two alternative plausible interpretations: the
flower on the coffee table that is near the floor lamp, and the flower that is on the brown table and
is also near the desk lamp.

Intention recognition, risk and user adaptation

Having some concept of a speaker’s intention, and of the implications of requested actions, would
help our robot respond appropriately. If we are thirsty, then getting the exact mug that we
requested may not be essential, and bringing one of a set of plausible candidates would be a
reasonable response to an ambiguous or inaccurate request. However, this is not the case if we
want to show our special mug to a friend. What if we ask the robot to throw a really expensive
mug, or to hand over the cyanide? When would it be appropriate for our robot to question our
request, and when should it just comply? [6].

An implicit assumption made by optimization-based response generation systems [2, 10] is that
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The flower on the table near the lamp

(a) (b)

Figure 4: Syntactic ambiguity

there is one optimal response for each dialogue state. However, our response-generation experiments
have shown that different users prefer different responses under the same circumstances, and that
several responses are acceptable to the same user [8]. Thus, it is worth investigating user-related
factors, e.g., habits, preferences and capabilities, which influence the suitability of an AI’s responses.

Ideas for a solution

In the last fifteen years, I have focused mainly on the first two issues, and I offer one idea, which
should be part of any solution to these problems: in order to generate a felicitous response to a
user’s request, an AI must be able to assess how good is its favourite candidate interpretation, how
many other good candidates there are, and how they differ from this favourite interpretation. To
this effect, our AI must keep track of alternative interpretations; and for each interpretation, the
AI must determine the probability that it was intended by the speaker and the utility associated
with it. This probability, in turn, should incorporate the probability of the following factors: the
ASR output, the resultant syntactic and semantic structures, and the pragmatic aspects of the
interpretation [6]. In the perceptual realm, the latter probability should take into account how well
the intrinsic attributes and spatial relations in a description match a scene.

In previous work, we offered a mechanism that implements this idea with respect to descriptions
comprising simple versions of colour, size and spatial relations [12, 13]. For example, going back
to our blue mug example, if there is only one green mug on the table (and no other mug in the
room), then this would be the interpretation with the highest probability, and our robot could just
get that mug. However, given a green mug on the table and a blue mug on the shelf, both of these
interpretations would have similar probabilities, as they mismatch the request in one way. In this
case, a clarification question may be warranted.

However, our approach must be significantly extended to take into account the issues mentioned
in this essay. Importantly, as mentioned above, we abandoned actions quite early in our work. In
order to re-introduce actions, the probabilities must take into account users’ intentions and risk,
and the interpretation formalism must incorporate the utility of actions applied to objects.

Evaluation

Once we have a household AI that can understand simple requests, how do we evaluate it? Metrics
based on Information Retrieval and Machine Learning techniques (e.g., accuracy, recall and preci-
sion), and word-overlap scores derived from these metrics (e.g., BLEU [7] and ROUGE [4]), have
gained popularity in recent decades. However, while these metrics are suitable for certain tasks,
e.g., machine translation and summarization, they may not correlate well with human evaluations
(see [9] with respect to BLEU evaluations of Natural Language Generation outputs).
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In order to evaluate the dialogue capabilities of an AI, we must know which parts of an inter-
pretation are correct, and which response is appropriate. Knowing what percentage of an inter-
pretation or reply is correct is indicative of performance, but is not enough. The evaluation must
reflect the probability and rank of the interpretation intended by the speaker [3], and as shown by
our preliminary results regarding response generation [8], human evaluations are essential.

Conclusion

Going forward, we should design AIs that behave reasonably: they should consider the above-
mentioned factors to determine whether interpretations make sense; and they should be able to
discern between several plausible interpretations, and decide when to ask and when to act.
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[3] K. Järvelin and J. Kekäläinen. Cumulated gain-based evaluation of IR techniques. ACM
Transactions on Information Systems (TOIS), 20(4):422–446, 2002.

[4] C.Y. Lin. ROUGE: a package for automatic evaluation of summaries. In Proceedings of the
ACL Workshop on Text Summarization Branches Out, Barcelona, Spain, 2004.

[5] C. Liu, J. Walker, and J.Y. Chai. Ambiguities in spatial language understanding in situated
human robot dialogue. In Dialog with Robots: Papers from the AAAI Fall Symposium, pages
50–55, Arlington, Virginia, 2010.

[6] T. Paek and E. Horvitz. Conversation as action under uncertainty. In UAI-2000 – Proceedings
of the 16th Conference on Uncertainty in Artificial Intelligence, pages 455–464, Stanford,
California, 2000.

[7] K. Papineni, S. Roukos, T. Ward, and W.J. Zhu. BLEU: a method for automatic evaluation
of machine translation. In ACL’02 – Proceedings of the 40th Annual Meeting on Association
for Computational Linguistics, pages 311–318, Philadelphia, Pennsylvania, 2002.

[8] A. Partovi, I. Zukerman, and Q. Tran. Towards a response selection system for spoken requests
in a physical domain. In LaCATODA’2017 – Proceedings of the IJCAI 2017 Workshop on
Linguistic And Cognitive Approaches TO Dialogue Agents, pages 20–27, Melbourne, Australia,
2017.

[9] E. Reiter. A structured review of the validity of BLEU. Computational Linguistics, pages
393–401, 2018.

5
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